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Abstract

IoT networks are difficult to secure; devices are resource-constrained
and heterogeneous, and they generate traffic volumes that make
manual monitoring impractical. Because of this, it remains challenging
to tell normal behavior apart from malicious activity. In this work, we
focus on detecting anomalies in [oT network traffic using an
autoencoder-based approach. The model is trained only on normal
network behavior and learns to recognize typical patterns. Any
significant difference from these patterns is then treated as a potential
anomaly. The experiments were performed on a public dataset that
included more than 86000 normal network flows alongside 16696
MQTT brute-force attack samples. The model detected 87.73% of
attacks. However, a subset of attack flows was not detected -
specifically those whose statistical properties closely resembled
normal traffic, which the model had no basis to flag as suspicious.
Overall, the results show that reconstruction-based detection is
effective in practice, but has clear limitations. Using reconstruction
error alone is insufficient to detect subtle or well-disguised attacks, so
additional methods should be explored in future work.
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1 Introduction

The number of internet-connected devices has grown
faster than the infrastructure needed to secure them.
From smart home sensors to industrial controllers
and medical equipment, [oT devices are now deeply
embedded in everyday systems — and by 2030, their
number is expected to exceed 30 billion [1]. That
scale brings a security problem that traditional
network protection was never designed to handle.

[oT (Internet of Things) devices present unique
security vulnerabilities due to several factors. Many
IoT devices operate under strict resource constraints,
limiting their ability to implement robust security
measures [2]. Complex attack surfaces that are
difficult to monitor and defend are created by the
heterogeneous nature of IoT ecosystems, where
devices from various manufacturers use different
protocols and standards. As evidenced by attacks
such as the Mirai botnet [3], IoT devices are more

vulnerable to widespread exploitation because they
often operate in unattended settings and may remain
connected to networks for extended periods without
security updates.

Traditional intrusion detection  approaches,
particularly signature-based systems, are insufficient
for 1oT security because they rely on known attack
patterns and cannot detect novel or zero-day attacks.
Moreover, the diverse and dynamic nature of IoT
traffic makes it difficult to define static rules that
effectively distinguish legitimate from malicious
activity, causing traditional approaches to struggle in
dynamic network environments [9]. This has led to
increased interest in machine learning-based
approaches for anomaly detection, which can learn
patterns from normal network behavior and identify
deviations that may indicate security threats.

Among various machine learning techniques,
autoencoders have emerged as particularly
promising for anomaly detection in [oT networks.
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Autoencoders are neural networks trained to
reconstruct their input data through a compressed
representation, learning to capture the essential
features of normal behavior. When presented with
anomalous data that deviates from learned
behavioral patterns, autoencoders produce higher
reconstruction errors, enabling the detection of
potential security threats [4].

This paper examines behavioral anomaly detection in
[oT networks using autoencoder neural networks. We
implement and evaluate an autoencoder-based
detection system on real-world IoT network traffic
data, demonstrating its effectiveness in detecting
MQTT brute-force attacks and analyzing its
limitations. Rather than introducing a novel
architecture, this work focuses on the principled
application of reconstruction-based anomaly
detection under realistic [oT constraints. The
approach emphasizes flow-level behavioral features,
data-driven threshold selection, and a detailed
analysis of false negatives. Additionally, a
comparative evaluation with Isolation Forest and
One-Class SVM provides a broader perspective on the
strengths and limitations of different unsupervised
anomaly detection methods.

2 Background and Related Work

2.1 IoT Security Landscape

The IoT security landscape is characterized by unique
challenges that distinguish it from traditional
network security. [oT devices typically operate under
severe resource constraints, including limited
processing power, memory, and energy availability
[5]. These constraints often preclude the
implementation of computationally intensive
security measures, such as strong encryption
algorithms or real-time threat analysis, on the devices
themselves.

The communication protocols used in IoT
environments also present security considerations.
MQTT (Message Queuing Telemetry Transport) is one
of the most widely adopted protocols for IoT
communication due to its lightweight nature and
publish-subscribe architecture [6]. However, MQTT
was designed for efficiency rather than security, and

implementations without proper authentication and
encryption are vulnerable to wvarious attacks,
including unauthorized access, message interception,
and brute-force authentication attempts [18].

[oT networks generate diverse traffic characteristics
that reflect the specialized functions of connected
devices. Unlike traditional computer networks,
where traffic patterns may be more predictable, 1oT
networks exhibit heterogeneous behavior depending
on device types, communication frequencies, and
application requirements [7]. This diversity makes it
challenging to establish baseline behaviors and
detect anomalies using conventional methods.

2.2 Anomaly Detection Techniques

Anomaly detection, also known as outlier detection,
refers to the identification of regularities in data that
do not conform to expected behavior. In the context of
network security, anomaly detection aims to identify
network flows or system behaviors that deviate from
normal patterns and may indicate security threats

8].

Traditional anomaly detection techniques include
statistical methods such as Gaussian distribution
modeling, clustering algorithms like K-means and
DBSCAN, and rule-based systems [23]. While these
methods have been successfully applied in various
domains, they often struggle with the high
dimensionality and complex structures present in
network traffic data [9].

Machine learning approaches have gained
prominence in anomaly detection due to their ability
to automatically learn complex structures from data.
Supervised learning methods, such as support vector
machines and random forests, require labeled
datasets with examples of both normal and
anomalous behavior. However, obtaining labeled
datasets for IoT security is challenging because
attacks may be rare and diverse [17].

Unsupervised  learning  methods, including
autoencoders, are particularly well-suited for
anomaly detection because they can learn from
unlabeled data that reflects normal behavior. The key
insight is that a model trained only on normal data
will fail to accurately reconstruct anomalous samples,
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producing higher reconstruction errors that can be
used to flag potential threats [13].

2.3 Autoencoders for Anomaly Detection

Autoencoders are a class of neural networks that
learn to compress input data into a lower-
dimensional representation (encoding) and then
reconstruct the original input from this
representation (decoding) [4]. The network
architecture typically consists of an encoder that
maps input data to a latent representation, and a
decoder that reconstructs the input from this
representation [12].

The training objective of an autoencoder is to
minimize the reconstruction error between the input
and its reconstruction. When trained on normal data,
the autoencoder learns to capture the essential
features and patterns of normal behavior. Anomalous
data, which differs from the training distribution, will
produce higher reconstruction errors because the
model has not learned to represent these patterns
effectively [13].

Several variants of autoencoders have been proposed
for anomaly detection, including:

e Vanilla Autoencoders: The basic
architecture with fully connected layers,
suitable for tabular data such as network flow
features.

e Variational Autoencoders (VAE):
Incorporate probabilistic elements, learning
a distribution over the latent space rather
than fixed encodings [14].

e Convolutional Autoencoders: Use
convolutional layers, particularly effective for
image data or time-series data with local
patterns.

e LSTM Autoencoders: Incorporate recurrent
layers to capture temporal dependencies in
sequential data [15].

Previous research  has demonstrated  the
effectiveness of autoencoders for network intrusion
detection.

Shone et al. [16] proposed a deep autoencoder-based
approach for network intrusion detection, achieving
high accuracy on the NSL-KDD dataset.

3 Methodology

3.1 Dataset Description

The experimental evaluation in this study utilizes a
dataset of IoT network traffic flows captured in a
controlled environment. The dataset [17] consists of
two components: benign traffic representing
legitimate IoT device communications, and attack
traffic representing MQTT brute-force attempts.

The normal traffic dataset contains 86.008
bidirectional network flow records with 32 features.
Each flow record represents a communication
session between two network endpoints and includes
the following feature categories (Table 1).

Table 1 Dataset feature categories and descriptions

CFaetitgl:’r:y Features Description
ip src. ip dst. prt src Source/destination
Identification | 'P- r't I()j_s ¢ 'rlz)to_ ’ IP addresses,
pre.ast.p ports, and protocol
fwd_num_pkts, Number of packets
Packet bwd_num_pkts, and bytes in
Statistics fwd_num_bytes, forward/backward
bwd_num_bytes directions
fwd_mean_iat,
bvfx&n:;ni;tat' Statistical
Inter-Arrival bwd_std_iat, mea;t;rt:vsezitlme
Time fwd_min_iat, .
bwd min iat consecutive
fwd_max_iat, packets
bwd_max_iat
fwd_mean_pkt_len,
bwd_mean_pkt_len,
fwd_std_pkt_len, -
Packet bwd_std_pkt_len, meass::;szlfc ailcke "
Length fwd_min_pkt_len, sizes p
bwd_min_pkt_len,
fwd_max_pkt_len,
bwd_max_pkt_len
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The dataset contains attack traffic representing four
categories of malicious behavior: MQTT brute-force
attacks (16696 flow records), Aggressive Scan
(25693 flow records), UDP Scan (39664 flow
records), and SPARTA SSH Brute-Force (91318 flow
records). The primary evaluation in this study focuses
on MQTT brute-force attacks, as this attack type is
directly associated with the MQTT protocol analyzed
throughout the work. The remaining three attack
categories are used in Section 4.4 to assess the
generalization capability of the trained model across
different threat scenarios.

3.2 Data Preprocessing

Data preprocessing is a critical step in preparing the
dataset for autoencoder training. The preprocessing
pipeline includes the following steps:

Feature Selection: Non-numeric features (ip_src,
ip_dst) and the target label (is_attack) were removed
from the feature set, as IP addresses are categorical
identifiers rather than behavioral features. This
resulted in 29 numeric features used for training.

Normalization: All features were normalized to the
range [0, 1] wusing Min-Max scaling. This
normalization is essential for neural network training
as it ensures all features contribute equally to the
learning process and prevents features with larger
magnitudes from dominating the optimization. The
normalization formula is:

(x - xmin)

X lized = 7. .
normaltize (xmax _ xmin)

The scaler parameters were fitted on the normal
training data and applied to both normal and attack
data during evaluation. This approach ensures that
the model evaluates attack traffic using the same
scale as the training data, which is important for
detecting deviations from normal behavior.

3.3 Autoencoder Architecture

The autoencoder architecture used in this study
follows a symmetric encoder-decoder structure with
the following configuration:

Encoder:

e Inputlayer: 29 features (normalized network
flow features);
e Hidden layer 1: 32 neurons with ReLU

activation;

e Bottleneck layer: 16 neurons with ReLU
activation.

Decoder:

e Hidden layer: 32 neurons with ReLU
activation;

e Qutput layer: 29 neurons with Sigmoid
activation.

The architecture progressively compresses the input
from 29 dimensions to 16 dimensions in the
bottleneck layer, forcing the network to learn a
compact representation of normal traffic patterns.
The symmetric decoder then reconstructs the
original input from this compressed representation.

The choice of activation functions is deliberate: ReLU
(Rectified Linear Unit) activation in the hidden layers
enables efficient training and mitigates the vanishing
gradient problem. In contrast, Sigmoid activation in
the output layer ensures that reconstructed values
are bounded between 0 and 1, matching the
normalized input range.

The bottleneck size of 16 neurons was selected as a
compromise between dimensionality reduction and
reconstruction capability. Compressing the 29-
dimensional input into a lower-dimensional latent
space forces the model to learn meaningful patterns
in normal traffic while avoiding excessive information
loss. However, this architectural choice was not
extensively optimized. A systematic evaluation of
different bottleneck sizes (e.g., 8, 16, and 24 neurons)
could provide further insight into the trade-off
between compression and detection performance
and is left for future work.
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3.4 Training Configuration

The autoencoder was trained using the following
configuration:

Table 2: Detection performance and false positive rate for
different anomaly detection thresholds

Optimizer: Adam with learning rate 0.001;
Loss Function: Mean Squared Error (MSE);
Batch Size: 256;

Epochs: 20;

Validation Split: 10%.

Detection Rate False Positive
Threshold (%) Rate (%)
90th 93.36 10.00
95th 87.73 5.00
99th 85.79 1.00

The training process exclusively used normal traffic
data, following the unsupervised anomaly detection
paradigm.

3.5 Anomaly Detection Threshold

After training, the anomaly detection threshold was
set based on reconstruction errors from the normal
traffic dataset. The threshold was set at the 95th
percentile of reconstruction errors, meaning that
95% of normal traffic produces errors below this
threshold. This approach balances sensitivity (the
ability to detect attacks) with specificity (the
avoidance of false positives in normal traffic).

The reconstruction error for each sample is
calculated as the mean squared error between the
input and its reconstruction:

Reconstruction Error = (1 +n) Z(xi — %)% Eq2

... where x_i is the original feature value, and £_i is the
reconstructed value.

To further evaluate the impact of the threshold
selection, additional percentile-based thresholds
were analyzed, including the 90th and 99th
percentiles. The results show that lowering the
threshold increases the detection rate but also raises
the false positive rate, while increasing the threshold
reduces false positives at the cost of missed
detections. Specifically, the 90th percentile achieved
a detection rate of 93.36%, whereas the 99th
percentile reduced the detection rate to 85.79%. This
confirms that the 95th percentile provides a balanced
trade-off between sensitivity and specificity and is
therefore used as the final operating threshold.

The false positive rate was estimated from normal
traffic samples that were classified as anomalous. The
detailed results are presented in Table 2.

3.6 Design Rationale and Scientific Contribution

The contribution of this work lies not in architectural
novelty but in principled design, constraint-aware
modeling, and critical evaluation of reconstruction-
based anomaly detection in IoT environments. While
the 32-16-32 autoencoder topology is intentionally
kept compact, this decision is itself motivated by loT
deployment realities: lightweight models with a
minimal number of trainable parameters are better
suited for resource-constrained environments than
deeper or more complex architectures. The focus of
the contribution is therefore not on architectural
innovation, but on the principled application and
rigorous evaluation of reconstruction-based anomaly
detection in a domain where operational constraints
are non-trivial.

Feature engineering is grounded in network-flow-
level behavioral statistics and deliberately excludes
payload-based features. This choice is not merely a
simplification - it reflects a conscious design
constraint imposed by the privacy and computational
limitations common in [oT deployments, where deep
packet inspection is frequently infeasible. The
selected features capture traffic patterns at a level of
abstraction that remains both practically accessible
and statistically informative.
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The thresholding strategy departs from the fixed or
heuristic decision boundaries prevalent in prior
work. By defining the anomaly threshold at the 95th
percentile of reconstruction error observed on
validated normal traffic, the detection boundary is
anchored to the empirical distribution of the data
rather than to arbitrary constants. This yields a
criterion that is dataset-adaptive, methodologically
transparent, and straightforwardly reproducible
across experimental conditions.

A further contribution lies in the explicit analysis of
false negatives. Rather than treating missed
detections as undifferentiated model failures, this
work demonstrates that a subset of attack instances
produces reconstruction errors  statistically
indistinguishable from normal traffic. This is not a
deficiency of the model, but a manifestation of a
fundamental constraint of reconstruction-based
detection: attacks that do not perturb the learned
feature distribution cannot be distinguished from
normal behavior regardless of architectural choices.
Making this boundary explicit is itself a scientific
contribution, as it clarifies where the method's limits
lie and why.

Finally, the comparative evaluation against Isolation
Forest and One-Class SVM is included not as a
benchmark race but to characterize the
autoencoder's detection behavior relative to methods
with structurally different inductive biases. The
observed differences in per-class detection rates
across methods indicate that these approaches are
not interchangeable - a finding with practical
implications for method selection in real
deployments.

4 Experimental Results and Discussion

4.1 Training Performance

The autoencoder training converged rapidly, with the
loss decreasing from 0.1104 to approximately 107>
over 20 epochs. The validation loss closely followed
the training loss, indicating no significant overfitting.
Figure 1 shows that most of the loss reduction occurs
within the first few epochs, after which the model
stabilizes at very low error values. This suggests that
the autoencoder effectively captures the underlying

—— Train loss
Validation loss
0.04 1

0.03 1

0.02 1

MSE Loss

0.01 1

0.00 1 —

T T T T T T T T
0.0 2.5 5.0 7.5 10.0 12.5 15.0 17.5
Epoch

Figure 1 Training and validation loss curves during autoencoder
training

structure of normal network traffic and generalizes
well to unseen data.

The final training loss of approximately 1.2x107°
indicates that the autoencoder learned to accurately
reconstruct normal traffic patterns with minimal
error. The close alignment between training and
validation losses suggests good generalization
capability.

4.2 Anomaly Threshold Determination

The reconstruction error distribution for normal
traffic was analyzed to establish the anomaly
detection threshold. The 95th percentile threshold
was calculated as 2.2985x107°. This threshold value
represents the boundary above which traffic is
classified as potentially anomalous.

The distribution of reconstruction errors for normal
traffic is right-skewed, with most samples having
very low errors and a small tail extending to higher
values. This distribution is expected for well-trained
autoencoders on homogeneous data.

4.3 Attack Detection Results

The trained autoencoder was evaluated on the MQTT
brute-force attack dataset, which contains 16696
samples. The detection results are summarized in
Table 3:
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Table 3 Attack detection performance summary

Metric Value
Total Attack Samples 16696
Detected Anomalies 14648
Missed Attacks 2048
Detection Rate 87.73%

The model achieved a detection rate of 87.73%,
successfully identifying most brute-force attack flows
as anomalous. The distribution of reconstruction
errors for attack traffic showed a clear separation
from normal traffic, with most attack samples
producing significantly higher errors than the
threshold.

4.4 Generalization Across Additional Attack
Types

To assess whether the observed detection behavior
generalizes beyond the primary attack scenario, the
trained autoencoder was additionally evaluated on
three attack categories available within the same
dataset: Aggressive Scan (25693 samples), UDP Scan
(39664 samples), and SPARTA SSH Brute-Force
(91318 samples). The model was not retrained - the
same threshold derived from normal traffic was
applied directly, thereby indicating how the learned
representation transfers across different threat
scenarios (Table 4).

The variation in detection rates across attack types is
consistent with the central finding of this work:
detection performance correlates with the degree to
which an attack perturbs flow-level statistics relative
to normal traffic.

Table 4 Detection performance across additional attack types

Total Detection
Attack Type samples Detected Rate (%)
SPARTA SSH 91318 17761 19.45
Brute-Force
Aggressive 25693 20204 78.64
Scan
UDP Scan 39664 23390 58.97

Aggressive Scan, which generates atypical packet
patterns such as elevated packet counts and irregular
inter-arrival times consistent with scanning behavior
documented in network anomaly detection literature
[23], is detected at a higher rate. UDP Scan achieves
an intermediate detection rate of 58.97%, reflecting
partial overlap with normal UDP communication
patterns present in the training data - some UDP scan
flows produce statistical signatures distinct enough
to exceed the threshold, while others fall within the
range of legitimate UDP traffic the model learned to
reconstruct accurately. SPARTA SSH Brute-Force
produces flow statistics that closely resemble
legitimate behavior, resulting in the lowest detection
rate — a pattern analogous to the missed MQTT
instances examined later in Section 4.6 and
consistent with findings on MQTT intrusion detection
[22]. These results corroborate the interpretation
that the identified limitations are structural rather
than dataset-specific.

4.5 Comparative Analysis with Baseline
Methods

To wvalidate the effectiveness of the proposed
autoencoder-based approach, a comparative
evaluation was conducted using two widely adopted
unsupervised anomaly detection methods: Isolation
Forest [19] and One-Class Support Vector Machine
(One-Class SVM) [20].

Isolation Forest is an ensemble-based anomaly
detection method that isolates anomalies instead of
profiling normal data. It operates on the principle
that anomalous samples are easier to separate from
the rest of the data due to their distinct feature values.
As a result, anomalies require fewer splits in the tree
structure, leading to shorter path lengths [19].

One-Class SVM, on the other hand, is a boundary-
based method that learns a decision function
representing the distribution of normal data. It
attempts to define a boundary around normal
instances in the feature space, classifying any data
point outside this boundary as an anomaly [20]. Both
models were trained exclusively on normal network
traffic, following the same unsupervised learning
paradigm as the autoencoder. The trained models
were then evaluated on the MQTT brute-force attack
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dataset using the same preprocessing pipeline and
feature set to ensure a fair comparison. The detection
results are summarized in Table 5.

Table 5 Comparison of anomaly detection performance across
unsupervised methods

Method Detection Rate (%)
Autoencoder 87.73
Isolation Forest 95.71
One-Class SVM 89.35

The results show that the autoencoder achieves a
detection rate of 87.73%, which is lower than
Isolation Forest (95.71%) and One-Class SVM
(89.35%), indicating that classical methods
outperform the autoencoder on this dataset. Isolation
Forest achieved higher detection performance in this
setting, which relies on feature-space separability
and may not generalize as effectively to higher-
dimensional or temporal IoT traffic.

This performance difference can be partly attributed
to the relatively low-dimensional feature space (29
features), where classical methods such as Isolation
Forest and One-Class SVM are particularly effective.
In contrast, autoencoders typically provide greater
benefits in more complex, high-dimensional settings.

Additionally, the autoencoder was intentionally kept
compact and not extensively tuned, as the focus of
this study was on principled, lightweight anomaly
detection rather than architectural optimization.
Despite this, it provides a continuous reconstruction
error score, enabling flexible threshold selection and
making it suitable for adaptive, real-world IoT
environments.

4.6 Analysis of Missed Attacks - Case Study of an
Undetected MQTT Brute-Force Flow

Of 16696 MQTT brute-force attack samples, 2048
(12.27%) were not detected by the autoencoder and
were classified as normal traffic. This section
examines a representative false negative case to
illustrate the limitations of reconstruction-based
anomaly detection.

The undetected attack flows exhibited statistical
properties that closely matched those of normal [oT

traffic, including similar packet counts, byte volumes,
interarrival times, and packet-length distributions.
Due to this similarity, the autoencoder was able to
reconstruct these samples with low reconstruction
error, producing values below the predefined
anomaly threshold.

From a behavioral perspective, these attack instances
resembled benign UDP communication patterns at
the network flow level. Since the autoencoder was
trained exclusively on normal traffic and relies on
deviations in learned feature distributions, it failed to
distinguish these attack flows from legitimate
behavior.

This case demonstrates a fundamental limitation of
flow-based anomaly detection methods: attacks that
intentionally or coincidentally mimic normal traffic
characteristics may evade detection. It highlights the
need for richer feature sets or complementary
detection mechanisms to improve resilience against
stealthy IoT attacks.

4.7 Comparison of Error Distributions

The comparison of reconstruction error distributions
between normal and attack traffic shows the
effectiveness of the autoencoder approach. Normal
flow is concentrated in the low-error region, while
attack flow shows a bimodal distribution, with one
peak overlapping with normal traffic (missed
attacks) and another in the high-error region
(detected attacks).

The logarithmic-scale visualization clearly shows that
most attack samples produce reconstruction errors
orders of magnitude higher than those of normal
traffic, validating the autoencoder's ability to
distinguish between normal and malicious behavior
in most cases.

4.8 Discussion

The observed findings provide insight not only into
detection performance, but also into the behavioral
characteristics that influence reconstruction-based
anomaly detection.

The 87.73% detection rate achieved in this study is
comparable to results reported in similar research,
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although direct comparisons are challenging due to
differences in datasets and attack types.

Several factors contribute to the success of the
autoencoder approach:

e Unsupervised Learning: The ability to train
on unlabeled normal data addresses the
challenge of obtaining labeled attack samples
for IoT environments.

e Feature Compression: The bottleneck
architecture forces the model to learn
essential structures, making it robust to
minor variations in normal traffic.

e Threshold-based Detection: The
reconstruction error provides a quantitative
measure for anomaly scoring, enabling
tunable sensitivity.

4.9 Limitations

The experimental results highlight several structural
limitations that extend beyond the specific dataset
used in this study.

As the false-negative analysis in Section 4.4
illustrates, some attacks simply look too much like
normal traffic for any reconstruction-based method
to detect - this is not a matter of better tuning, but
rather a boundary of the approach itself. When attack
flows are behaviorally indistinguishable from
legitimate traffic at the feature level, reconstruction
error provides no actionable signal regardless of
model quality.

A further constraint is the dataset scope. The
evaluation covers a single attack type (MQTT brute-
force) in a controlled environment, raising questions
about how well these results generalize to real-world
IoT deployments with diverse device types, protocols,
and attack vectors. Broader validation across
multiple datasets and attack categories remains
necessary before drawing general conclusions.

Detection performance is also inherently tied to
feature quality. The 29 flow-level features used here
capture statistical behavior well, but carry no payload
or application-layer information - a gap that stealthy
attacks can exploit. Prior work has demonstrated that
richer, channel-level feature extraction can

substantially improve detection coverage in
resource-constrained environments [21]. Finally, the
95th percentile threshold, while reasonable,
represents a deliberate trade-off: lowering it would
increase sensitivity at the cost of more false positives,
while raising it would reduce noise but miss more
attacks.

5 Conclusion

This paper investigated behavioral anomaly detection
in IoT networks using an autoencoder trained
exclusively on normal traffic. The results demonstrate
that reconstruction-based detection is a practical
approach for identifying network-level anomalies -

but only when attacks produce measurable
deviations from learned traffic patterns.
While the autoencoder demonstrates solid

performance, the comparative evaluation shows that
classical methods such as Isolation Forest and One-
Class SVM achieve higher detection rates on the
evaluated dataset, highlighting that model
effectiveness depends strongly  on data
characteristics and feature representation. However,
classical methods achieved higher detection rates on
this dataset; nevertheless, autoencoders provide
advantages in unsupervised learning settings and
greater adaptability to different feature spaces.

The key insight from this work is that detection
performance is fundamentally bounded by
behavioral similarity: the 12.27% of undetected
attacks were not missed due to model weakness, but
because  their  flow-level  statistics  were
indistinguishable from legitimate traffic. This
suggests that no single feature set or threshold
strategy can achieve complete coverage, and that
reconstruction error alone is an insufficient signal for
stealthy or low-volume attacks [11].

A secondary finding is practical in nature: the
unsupervised training paradigm proves well-suited
for IoT environments - deploying machine learning
for intrusion detection in operational settings
remains fundamentally challenging [10], and labeled
attack data is rarely available in practice. The model
achieves meaningful detection without any exposure
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to attack samples during training - a property that
supervised alternatives cannot replicate.

Taken together,; these findings position autoencoder-
based anomaly detection as a viable first layer of
defense in IoT security architectures and clearly
motivate the need for complementary methods to
detect behaviorally camouflaged threats.

5.1 Future Work

The limitations identified in this study point to
several concrete directions for future work. The most
immediate priority is addressing the feature gap
exposed by the missed attacks. Since 12.27% of attack
flows evaded detection by mimicking normal flow-
level statistics, incorporating payload characteristics
and application-layer features into the feature set is a
natural next step - one that would directly target the
identified blind spot rather than improve general
performance. Additionally, exploring variations in the
autoencoder architecture - such as deeper encoder-
decoder structures, variational autoencoders, or
alternative loss functions beyond MSE - could further
improve detection performance and provide clearer
guidance for architectural design choices in future
work.

Closely related is the question of ensemble detection.
Combining the Autoencoder with a complementary
method, such as an Isolation Forest or One-Class SVM,
could provide a second layer of judgment for flows
that reconstruction error alone cannot resolve. This
approach would not require labeled attack data,
preserving the unsupervised nature of the current
system. Temporal modeling represents a more
substantial extension. LSTM autoencoders or
attention-based architectures [15] could capture
attack patterns that unfold across multiple flows over
time - a dimension entirely absent from the current
flow-level analysis. This would be particularly
relevant for slow, low-volume attacks designed to
avoid statistical detection.

Looking further ahead, validating the approach
across additional IoT protocols (CoAP, AMQP, Zigbee)
and real-world network environments would
establish whether the findings generalize beyond the
controlled dataset used here. Adversarial robustness
and real-time edge deployment, while important, are

longer-term engineering challenges that presuppose
first resolving the detection gaps identified in this
work.
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